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Abstract
Background: Aligning similar molecular structures is an important step in the process of bio-molecular structure
and function analysis. Molecular surfaces are simple representations of molecular structure that are easily constructed
from various forms of molecular data such as 3D atomic coordinates (PDB) and Electron Microscopy (EM) data.
Methods: We present a Multi-Scale Morse-Smale Molecular-Surface Alignment tool, MS3ALIGN, which aligns
molecular surfaces based on significant protrusions on the molecular surface. The input is a pair of molecular surfaces
represented as triangle meshes. A key advantage of MS3ALIGN is computational efficiency that is achieved because it
processes only a few carefully chosen protrusions on the molecular surface. Furthermore, the alignments are partial in
nature and therefore allows for inexact surfaces to be aligned.
Results: The method is evaluated in four settings. First, we establish performance using known alignments with
varying overlap and noise values. Second, we compare the method with SurfComp, an existing surface alignment
method. We show that we are able to determine alignments reported by SurfComp, as well as report relevant
alignments not found by SurfComp. Third, we validate the ability of MS3ALIGN to determine alignments in the case of
structurally dissimilar binding sites. Fourth, we demonstrate the ability of MS3ALIGN to align iso-surfaces derived from
cryo-electron microscopy scans.
Conclusions: We have presented an algorithm that aligns Molecular Surfaces based on the topology of surface curvature.
A webserver and standalone software implementation of the algorithm available at http://vgl.serc.iisc.ernet.in/ms3align.
Keywords: Molecular alignments, Molecular surfaces

Introduction
Three dimensional solved crystal structures of proteins
provide valuable insights regarding the function of the
protein as the precise position of all functionally and
structurally important residues is known. Since structure determines function, the function of an unknown
protein may be determined by comparing its structure
to structures of proteins whose functions are already
known. Tools such as MUSTANG and DALI [1, 2], which
are widely used to compare protein structures, use
three-dimensional co-ordinates of atoms in the protein
structures as inputs and report structural dissimilarities in terms of an RMS distance between their aligned
coordinates.
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Proteins that function as enzymes and transporters contain a pocket or the binding site in the structure that
accommodates the substrate and cargo small molecules
respectively. The arrangement of amino acid residues in
the binding site often determines the specificity of a small
molecule ligand towards a receptor protein. It is intuitive therefore that structurally similar ligands will bind
to pockets that are structurally similar. Therefore, pocket
and ligand alignments could potentially provide insights
into protein function.
There exists a large number of tools that determine
alignments. Common approaches for determining alignments include aligning residues [1, 3–5], secondary structures [6, 7], or molecular surfaces [8–12].
Surface based methods offer advantages in the study
of protein-ligand and protein-protein interactions as they
determine alignments based on the molecular surfaces at
the site of interaction.
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The tool MOL LOC [8] and the image-based method
by Merelli et al. [11] compute alignments by comparing
images of the surface from oriented points to determine
corresponding points on surfaces. Since the number of
oriented points is large, these tools are computationally
intensive and require fine tuning for efficient execution. PROBIS [10] aligns proteins/nucleic acids by aligning the centroids of sub-residue level functional units
(aliphatic/aromatic rings, hydrogen donor/acceptors etc)
that lie close to the molecular surface. The tool SURFC OMP aligns small ligand surfaces using surface curvature along with either electrostatic potential or lipophilic
potential on the molecular surfaces. SURFC OMP identifies local maxima of these scalar fields as features and
attempts to align them across pairs of surfaces. The
tool PBSALIGN aligns protein-protein interaction surfaces
using an approach similar to SURFC OMP with a few key
differences. It defines feature points as surface points that
are closest to Cα atoms and computes a feature vector
comprising of principal curvatures and statistics of electrostatic potential and hydrophobicity near each feature
point. Zhang and Hebert [13] propose the use of harmonic
maps for surface matching. Their two step approach first
constructs a bijective map from a disc-like surface patch
to a planar disc. It next employs a standard image matching algorithm to register two planar discs and thus aligns
the surfaces due to the bijection of the map. The method
however assumes that the patches have a disk-like shape
and depends on an initial construction of a map from
the boundary of the surface patch to the planar disc. Furthermore, the method is computationally expensive as it
involves a least squares minimization for each patch.
Cosgrove et al. [14] present a surface curvature based
method similar to SURFC OMP that is applicable for small
ligands. It differs from SURFC OMP primarily in the construction of surface patches to elicit landmark points.
Goldman et al. [15] describe a surface curvature based
matching method that recognizes similar patches by fitting least squares quadric surfaces and comparing their
curvature values. These quadrics are located at the centroid of each surface patch of the solvent excluded surface
(SES). Again, the method is restricted to small ligands
and cannot be easily scaled to large molecules. Furthermore, the choice of the centroids is driven by the
computation of the SES. Exner et al. [16] present an
approach based on fuzzy sets where scalar quantities,
such as curvature and electrostatic potential, are translated to linguistic variable classes (for example, convex,
flat, or concave regions). Then, a normalized comparison measure is used to construct regions of similar linguistic semantics. These semantically coherent regions
are coupled with artificial neural networks to automatically find active sites in proteins. Baum and Hege [17]
present a SES alignment method that aligns patches
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generated by an approximation of geodesic Voronoi diagrams. Furthermore, they incorporate semantic similarity in ranking their alignments by introducing additional
points in regions of similar function (for example, a donor
or receptor region).
Summary of results

We present MS3ALIGN, a Multi-Scale, Morse-Smale,
Molecular Surface aligner. The tool MS3ALIGN begins by
computing mean curvature at all points on the surface and
then segmenting significant protrusions. Segmentation is
performed by a topological analysis of the surface mean
curvature using the Morse-Smale complex.
Correspondences between pairs of protrusions on either
surface are then established using a two-step procedure.
First, a multi-scale curvature descriptor is computed for
each protrusion followed by neighbor identification in the
descriptor space.
These correspondences are then grouped together into
maximal sets. Each maximal set is used to compute a
rigid body transformation that aligns the first surface to
the second surface. These alignments are evaluated and
ordered using a distance measure that is based on the
RMS distance between surfaces and the corresponding
area fraction.
A key benefit of MS3ALIGN is its controlled generation of landmark points based on desired feature size.
The landmarks are crucial for the efficient execution of
the subsequent alignment steps (see “Parameter selection”
section for details on tuning parameters for landmark generation). This is a primary difference between MS3ALIGN
and various other methods that employ surface curvature
as a primary geometric descriptor to extract landmark
points [9, 12, 14, 15].
Similar to the other surface geometry based methods, MS3ALIGN is applicable even in situations when
specific physico chemical properties or resolved atomic
co-ordinates are not directly available. For example, the
electrostatic potential or the resolved atomic structure
may not be available for Cryo-Electron-Microscopy data.
We describe experimental results where surfaces generated from both, atom location data in the PDB and
density maps in the Electron-Microscopy data bank, are
aligned.
Our method may be viewed as an improvement of
SURFC OMP [9], and hence we perform a detailed comparison with their results. We validate MS3ALIGN using
surface representations of ligands and their site of interaction. Specifically, we use the P OCKETM ATCH [18] tool
to quantify structural variation between various interaction sites and compare their alignments obtained using
MS 3 ALIGN . In this experiment, we also demonstrate
the benefit of visual analysis where we visually validate
results.
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Background
We briefly review the necessary background relevant
for this paper. We begin by discussing the mathematical notion of curvature and algorithms to compute them
for triangular meshes. We then discuss the Morse-Smale
complex and its simplification.
Mean curvature

A regular curve is defined as a twice differentiable function l(t) : I → R3 from the unit interval to 3D space where
dl
|| = 1 [19].
the magnitude of the tangent equals one, || dt
The curvature at a point t is defined as the magnitude of
d2 l
the second differential at t, κ(t) = || dt
2 || (see Fig. 1a).
A family of regular curves through a point x on a surface S is defined by a collection of planes that contain the
surface normal nx at the point x and the point itself (see
Fig. 1b). Each of these curves has an associated curvature κ. For curves on surfaces, one associates a sign with
the curvatures given by the dot product of the surface
normal and the second differential of the regular curve.
The curves with maximum and minimum curvature (with
sign) are referred to as the principal curvatures at x and
are denoted by κ1 and κ2 respectively.
The mean curvature at a point x, H(x) is the mean of
κ1 and κ2 i.e. H(x) = (κ1 +κ2 )/2. Convex surfaces have positive κ1 and κ2 and therefore have positive mean curvature,
whereas concave surfaces have negative mean curvature
(see Fig. 1c and d).
Morse-Smale complexes

The Morse-Smale complex is a topological data structure
that is defined based on the gradients of a scalar function. Given a surface S and a scalar function f : S →
R, the gradient of f at a point x is defined by the partial derivative with respect to the local coordinates at
x i.e. ∇f (x) = (∂f/∂u, ∂f /∂v). A critical point is a point
x in S whose gradient is zero. A critical point is called
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non-degenerate, if the Hessian, equal to the matrix of second order partial derivatives of f, is non-singular. The
function f is said to be a Morse function if all its critical
points are non-degenerate. The index of a critical point
is the number of negative eigenvalues of the hessian. In
2D, there exist three types of critical points namely the
maximum, saddle, and minimum. An integral line is a
curve embedded in S whose tangent aligns with the gradient at every point (see Fig. 2a). Integral lines originate
and terminate at critical points. The Morse-Smale complex is a partition based on the source and the destination
of the integral lines [20] (see Fig. 2b). The combinatorial
structure of the Morse-Smale complex is a graph whose
nodes correspond to critical points, and edges or arcs
exist between the nodes if there exists an integral line
that connects the corresponding critical points and their
indices differ by one (see Fig. 2b). The descending manifold of a maximum consists of integral lines that converge
to it (see Fig. 2c). Similarly, the ascending manifold of a
minimum consists of integral lines that diverge from it.
To deal with noisy functions, the Morse-Smale complex
may be simplified by the process of topological simplification, which locally modifies the function to remove
saddle-minimum or saddle-maximum pairs (see Fig. 2d).
After simplification the descending manifold of a canceled maximum is merged with the descending manifold
of the maximum connected to the canceled saddle (see
Fig. 2e). It is often sufficient to directly obtain a simplified Morse-Smale complex instead of modifying the
function in order to extract and analyze features. Ordering of simplification pairs is crucial in determining the
resulting structure. The theory of topological persistence
is a common choice for ordering of pairs for simplification
[21]. Persistence-directed simplification iteratively eliminates arcs in the combinatorial structure with smallest
absolute difference in function value and terminates when
a specified simplification threshold is achieved.

Fig. 1 a Curvature κ of a regular curve at a point is defined as the magnitude of the second differential at that point. b The principal curvatures of a
point x on a smooth surface is defined as the maximal κ1 and minimal κ2 curvature of regular curves formed by intersecting planes rotated about
the surface normal nx with the surface. Mean curvature is defined as (κ1 +κ2 )/2. Mean curvature is c high at convex regions d and low at concave
regions. Green arrows depict surfaces normals at respective surface points
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Fig. 2 a Three types of criticalities in a Morse function defined on a smooth surface: maxima (red spheres), saddles (green spheres), and minima
(blue spheres). An integral line originates at a minimum and terminates at a maximum. b The Morse-Smale complex is a partition of the domain into
regions whose integral lines share a common source and destination critical point. The combinatorial structure of the Morse-Smale complex is a
graph whose arcs are incident on an maximum-saddle or a saddle-minimum pair. c The descending manifold of a maximum is the region defined
by the integral lines that converge to it. d The Morse-Smale complex may be simplified by local modification of the function resulting in the
cancellation of a pair of critical points that are adjacent in the combinatorial structure. e After simplification, the descending manifold of the
maximum that is adjacent to the canceled saddle expands to include the descending manifold of the canceled maximum

Methods
In this section we describe the design of MS3ALIGN in
detail. The tool MS3ALIGN comprises of multiple stages
where the primary input is the two surfaces represented
as triangle meshes. Figure 3 depicts the various stages. In
the following sections each stage is explained in detail.
Curvature computation

The mean curvature at every vertex of the two input
surfaces P and Q is computed in the first stage.
There exist many algorithms to estimate the mean curvature of triangle meshes. We use the algorithm based
on the theory of normal cycles by Cohen-Steiner et al.
[22]. We choose this approach for two reasons. First, this

algorithm guarantees linear convergence to the curvature
of a smooth surface, with a sufficiently well sampled set of
points.
Second, the definition of the curvature is based on averaging the curvature tensor over a neighborhood of size Rc
on the triangle mesh. This allows for a smoother estimate
of the mean curvature where meshing artifacts are overcome by the averaging operation. Good selection of the
neighborhood size Rc for curvature computation is crucial
to avoid isotropy issues introduced by mesh discretization.
For computing a smooth curvature estimate at each vertex, we find that the neighborhood size Rc needs to span at
least two rings of vertices. The maxima of mean curvature
correspond to the protrusions on each surface patch.

Fig. 3 MS3ALIGN comprises of five stages. P and Q are input surfaces represented as triangle meshes. i Mean curvature is computed for both
surfaces. ii Significant landmarks are extracted by first computing the Morse-Smale complex of the curvature field and then simplifying the
Morse-Smale complex using topological persistence. The maxima that survive simplification (red spheres) are used as landmark points.
iii Correspondences between landmark points on either surface is established by comparing the multi-scale curvature vectors. iv A graph is
constructed where each landmark correspondence is considered as a node, and edges are placed between nodes if they satisfy inequalities (1) and
(2). Each maximal clique in this graph generates a maximal correspondence set. v Each maximal correspondence set is evaluated using the measure
given by (3). Those evaluating to the smallest values are ranked as the best alignments
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Landmark extraction

In the second stage, landmark points, representing significant protrusions of both surfaces P and Q, are identified
from the maxima of the mean curvature scalar field. However, several maxima may correspond to regions with low
mean curvature. Significant protrusions are identified by
a topological analysis using the Morse-Smale complex of
the mean curvature field. Segmenting molecular surfaces
using the Morse-Smale complex has been reported earlier
[23, 24] using the Connolly function [25], which is related
to the surface curvature.
The Morse-Smale complex of the mean curvature field
is first computed [26] and then simplified by iteratively
canceling insignificant maxima using the topological cancellation procedure.
The significance of a maximum is determined by the
notion of topological persistence [21] where each maximum is paired with a saddle critical point. The measure of
significance of a maximum, referred to as its persistence,
is the absolute difference in mean curvature value of the
maximum and its paired saddle critical point. Thus, maxima are eliminated in increasing order of persistence up to
a given threshold, denoted by Ts . The threshold Ts is specified as a fraction of the average of the mean curvature at
all local maxima.
Landmark correspondences

In the third stage, correspondences between pairs of landmark points on either surface P and Q is established. This
is done by analysis of the curvature at multiple scales. The
mean curvature computed using a neighborhood size Rc
gives an estimate of curvature at that scale. We compute
mean curvature at multiple scales at each landmark point
p ∈ P and q ∈ Q. We use 15 uniformly sampled curvature
scales from the interval [ Rc , 2Rc ]. Landmark points p ∈ P
and q ∈ Q are declared as a corresponding pair (p, q) if
the absolute difference between their mean curvatures at
every scale is bounded by a threshold Tms . The threshold
Tms is specified as a fraction similar to Ts .
Maximal correspondence sets

In the fourth stage, correspondences between landmark points in P and Q are collected into maximal sets of correspondences. A maximal set C :=
{(p1 , q1 ), (p2 , q2 ), . . . , (pn , qn )} is constructed so that for
each pair of correspondences (pi , qi ) and (pj , qj ), the two
landmark points pi and pj in P have relative pairwise
geometric properties similar to that of the two landmark
points qi and qj in Q. We use two geometric properties
to establish relative pairwise similarity . First, we ensure
that the absolute difference between the distances of the
two landmarks on either surface is less than a threshold Tmrd , referred to as the maximum relative distance
threshold. Second, we ensure that the absolute difference
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in the angles between the surface normals of two landmarks on either surface is less than π/2. In other words, for
a given maximal set C := {(p1 , q1 ), (p2 , q2 ), . . . , (pn , qn )},
we ensure that
|pi − pj  − qi − qj | < Tmrd

(1)

| cos−1 (N(pi ).N(pj )) − cos−1 (N(qi ).N(qj ))| < π/2 (2)
for all (pi , qi ), (pj , qj ) ∈ C, where N(p) represents the surface normal at point p. The constructed sets are maximal
in the sense that no other correspondence may be added
without violating conditions (1) and (2).
Finding maximal correspondence sets may be recast as
the problem of enumerating maximal cliques in graphs.
The nodes of the graph are correspondences between
landmark points (p, q). Edges exist between pairs of correspondences (p, q) and (p , q ) if they satisfy conditions
(1) and (2) and if p  = p as well as q  = q . Maximal correspondence sets are found by enumerating maximal cliques
from this graph.
We use the greedy pivot heuristic modification of the
Bron-Kerbosch algorithm [27] by Koch [28, 29] to enumerate maximal cliques in this graph. This modification
exhibits near linear complexity in the number of maximal
cliques for most graphs.
Indeed, the total number of maximal correspondence
sets may be exponential in the number of landmark
points. The number of maximal correspondence sets
depends on the tolerance for positional uncertainty of the
landmark points, captured by Tmrd , as well as the number of correspondences, captured by Tms . Choosing a very
small Tms and Tmrd causes the algorithm to demand near
exact matches in the mean curvature as well as the relative
positions of the landmarks, whereas higher values allow
larger variations.
Surface alignment

In the final stage, each maximal correspondence set is first
used to determine a rigid body transformation (R, t) from
P to Q via a least squares minimization [30].
Next, for each correspondence set C := {(p1 , q1 ) ,
(p2 , q2 ), . . . , (pn , qn )}, we compute a measure DP,Q (C) that
quantifies the error of the transformation (R, t), given by
 n
2
DP,Q (C) :=
DP,Q (C) := min

i=1 AP (pi )(Rpi +t)−qi 
AP (C)



AP (C)/AP

DP,Q (C), DQ,P (C)



(3)

Here, AP (pi ) is the area of the descending manifold
of pi , AP (C) is thetotal area of all landmarks of P in
n
C i.e. AP (C) :=
i=1 A(pi ), and AP is the area of P.
Also, DP,Q (C) is a symmetric version of DP,Q (C), where
DQ,P (C) inverts the roles of P and Q in DP,Q (C) with the
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exception that the transformation (R, t) is again applied
only to landmarks in P.
The numerator of DP,Q (C) in Eq. (3) represents a coarse
approximation of the RMS distance between the matching
portions of both surfaces. The denominator is the fraction of the area of descending manifolds of all landmark
points of P in C with respect to the total area of P. Due to
the denominator, correspondence sets having larger area
fractions are preferred.
Maximal correspondence sets that result in the least
values of this measure are reported along with their transformations. Computing this measure is efficient even with
a large numbers of maximal correspondence sets since it
only requires landmarks and not all points on the surface.
It is possible for some spurious correspondence sets consisting of a few landmarks to align nearly perfectly. Hence,
we consider only those correspondence sets so that the
area of the corresponding regions of either surface is at
least 15 % of its total area.
Parameter selection

The four parameters Rc , Ts , Tms and Tmrd control the performance of the MS3ALIGN algorithm. While the parameters Rc and Ts control the quality of the landmarks, the
parameters Tmrd and Tms control how these landmarks
are aligned. The expected size/scale of features must have
direct bearing on the choice of Rc and Tmrd because they
are distance values (specified in Å). Hence, this choice
depends on the dataset being studied. By default, we
assume Tmrd to be equal to Rc . If this results in an insufficient number of landmark alignments, then Tmrd may be
set to a higher value. Conversely, if we expect or desire
less relative movement of feature points, then it is set o
a lower value. The parameters Ts and Tms are specified
in a normalized scale of positive curvature values. Hence,
we explicitly conducted performance experiments (“Performance analysis” section) to determine good choices of
these parameters. Based on these experiments, we determine that Ts = 0.1 is a good choice. By default, we
assume Tms to be equal to Ts . Again, in case there are
insufficient number of landmark alignments, Tms may be
set to a higher value. Conversely, if there are fewer or
larger number of feature points, Ts may be lowered or
raised as desired. However, changing the value drastically
will result in either oversimplification or undersimplification, both of which results in poor quality of feature
points.
To illustrate the consequence of these choices, we
present Fig. 4. The two panels show landmarks computed
for the molecule with PDB ID 4gh7 with Rc set to 1.2
and 3.0, respectively. The columns in each panel show
the landmark points for values of Ts equal to 0.001 and
0.1. Each row shows the landmarks on the surfaces without noise and with noise (RMSD 1.4 Å) added to the
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atom locations. The mean-curvature computed is shown
using a color map. Comparing two panels directly, the
effect of Rc is evident in the density of the landmarks. The
choice of Rc = 1.2 is inappropriate here as significant
protrusions are not captured effectively. Raising the simplification threshold to Ts = 0.1 does not resolve the issue.
Furthermore, with the addition of noise, the corresponding change in landmarks is hard to distinguish. In contrast,
in the right panel where Rc = 3.0, landmarks representing
significant protrusions are retained across simplification
thresholds of 0.001 and 0.1 Furthermore, it is possible to
visually establish the correspondences between the landmarks across the noiseless and noisy versions, particularly
with Ts is set to 0.1.

Results and discussion
In this section we discuss our evaluation of MS3ALIGN.
We begin with a discussion on the molecular surfaces
used in our experiments (“Molecular surfaces” section).
In the first experiment (“Performance analysis” section),
we evaluate its performance under conditions of noise,
partial overlap, and running times using a random set of
20 proteins from the PDB [31]. In the second experiment
(“A comparison with SURFC OMP” section), we compare
MS 3 ALIGN with the results discussed in the evaluation of
SURFC OMP [9]. As the MOL LOC web-server [8] and the
code from [11] is unavailable, we could not compare our
results with theirs. In the third experiment (“A validation
using P OCKETM ATCH and P YMOL” section), we validate
the alignments of binding sites computed by MS3ALIGN
comparing them with those generated using PyMol [32].
Here, we quantify the structural variation of binding sites
using P OCKETM ATCH [18].
In the fourth experiment (“Aligning electron microscopy iso-surfaces” section), we use MS3ALIGN to compute
alignments of iso-surfaces extracted from cryo-electron
microscopy scans.
Molecular surfaces

In our experiments, we use three types of surfaces
extracted from proteins/ligands obtained from the PDB
[31] which are built upon the van der Waals molecular model. The first type is the molecular skin surface
(“Skin surface” section) [33] . The second type of surface used is the ligand surface, which is representative
of the ligand interacting with the protein in a proteinligand interaction obtained from the PDB [31] (“Ligand
surface” section). The third kind of surface used is the
pocket surface (“Pocket surface” section). This is representative of the surface of interaction of the protein with the
ligand. Additionally, we generate partially overlapping surfaces by cutting skin surfaces to generate pairs of surfaces
with approximately known overlap fractions (“Partially
overlapping surfaces” section).
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Fig. 4 Comparing the influence of parameters in the generation of landmark points

Skin surface

The molecular skin surface is a mathematically robust
surface model that is similar in geometry to the solvent
excluded surface. The molecular skin surface of a protein
is computed in two steps. First, its atomic locations are
augmented with the van der Waals radii after adding missing hydrogen atoms using the PDB2PQR tool [34]. Next,
the skin surface is extracted using the NANO SHAPER tool
[35] using the atomic locations and radii as input.
Ligand surface

The ligand surface is computed in three steps. First, the
CHIMERA [36] program is used to extract the molecular
structure of the ligand from the protein’s PDB file. Then,
together with the protein’s PDB file, the molecular structure of the ligand is used to determine atomic positions
and radii of the ligand using the PDB2PQR tool. Finally, the
ligand position and radii data is used to compute the skin
surface of the ligand using NANO SHAPER.
Pocket surface

The pocket surface is extracted as a subset of the molecular skin surface of the protein. This subset is the part
of the surface that belongs to the residues (within 4.5Å)
that interact with the ligand. These residues are referred
to as the pocket residues or just the pocket. A subset of
the molecular surface is extracted so that all vertices of
the subset are within the van der Waals sphere of at least
one of the atoms of the pocket. An additional 0.5Å is
added to the van der Waals sphere to account for the
possible error introduced when extracting the skin surface, because NANO SHAPER uses a structured grid with
edge length 0.5Å. This subset surface may be disconnected
and/or contain holes. This topological noise is repaired
using a variant of the dilation-erosion operation applied

to triangle meshes [37]. The radius for both steps is set to
1.2Å, the radius of the hydrogen atom.
Partially overlapping surfaces

In this section, we describe in detail our approach for the
generation of overlapping skin surface pairs with approximately known overlap fractions. Each skin surface is split
by a pair of planes into two surfaces such that they overlap with each other with an approximately known overlap
fraction (see Fig. 5). Pairs of surfaces are generated for
overlap fractions of approximately 20, 40, 60, and 80 % of
each other. To do this, first, a coordinate system about the
centroid of the molecule is constructed from the principal components of the centroid subtracted positions of the
surface’s vertices [38]. The plane containing the first two
principal components is rotated about the second component by 0, π/5, 2π/5, 3π/5 and 4π/5 radians to obtain
five planes, each of which slice the surface into two pieces.
The piece on the right of each plain is retained to generate five partial surfaces. The first partial surface overlaps
with the other four partial surface with approximately 20,
40, 60, and 80 % of its area.
Performance analysis

In this experiment, we study three aspects of MS3ALIGN.
First, we study its ability to determine correct alignments
in the presence of noise. Second, we study its ability
to detect alignments in the presence of partial overlaps.
Finally, we study the runtime performance of MS3ALIGN.
We use twenty structurally different proteins from the
PDB [31] having 1500–3000 atoms.
We set the parameter Rc = 3Å. This enables landmarks
to be located on protrusions of 2–4 atoms, which is typical
of groups such as ammonium, hydroxy, and methyl that
are close to the surface. We set the parameter Tmrd = 1Å.
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Fig. 5 Pairs of surfaces which overlap with each other with an approximately known fraction of area of each other are generated by cutting the
molecular skin surface using a pair of planes. Here, the skin surface of 4j2m (orange, center) is cut by two planes into two pieces (violet on the left
and green on the right) such that 20 % of the area of either overlaps with the other

Alignments are studied with varying choices of the Ts
parameter. The Tms parameter is set to be equal to the Ts
parameter.
We now study performance of MS3ALIGN in the presence of noise. Noise is introduced by adding standard
Gaussian noise of known variance to all atom locations of
the protein. The molecular skin surface of this perturbed
molecule is used as the noisy version of the surface. Multiple such noisy versions of the skin surface are generated
by adding increasing levels of noise. The level of noise is
quantified by computing the RMS distance of all atoms
from their original position to their position after adding
noise. We compute the RMS distance between the two
surfaces by mapping each vertex of the original surface to
the closest vertex in the noisy surface after alignment.

We conclude that the alignment is successful if the RMS
distance is within 2Å. The top row of Fig. 6 shows three
graphs for respective simplification threshold Ts values of
0.08, 0.10, and 0.12.
With a Ts threshold of 0.1, we observe that surfaces align
with RMS distance approximately equal to the RMS distance between the noisy and noiseless surfaces up to 1Å.
We also observe that most alignments fail after the introduced noise causes RMS distance between surfaces to be
more than 1Å. A primary reason for this is the choice
of the maximum relative distance threshold Tmrd = 1Å,
which specifies the amount acceptable relative movement
of the landmark points.
We next study the ability of MS3ALIGN to detect alignments in the presence of partial overlaps. Five partially

Fig. 6 (top-row) RMS distance between skin surfaces of various molecules after each surface is aligned with noisy versions of itself shown for
Ts = 0.08, 0.1 and 0.12 respectively. The y-axis is log-scaled beyond 2Å. (bottom-row) RMS distance between a subset of the skin surface and four
other surfaces that it partially overlaps with. The y-axis is log-scaled beyond 1Å
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Fig. 7 Stacked bar graph showing breakup of MS3ALIGN run-times for the surfaces used in the partial overlap study. The time taken for alignment
(stages iii − v) is significantly lesser than time taken for the first and second stage

overlapping surfaces are generated as subsets of the skin
surface. The first surface is generated by a cut plane that
partitions the skin surface. The remaining surfaces are
also generated by rotated cut planes such that the overlap
fractions with the first surface is approximately 20, 40, 60,
and 80 % respectively. In other words, the first and second
partial surfaces intersect in approximately 20 % of the area
of each other, the first and third intersect in approximately
40 % of the areas of each other, and so on. Since we already
know the transformation that aligns the first partial surface with the others, namely the identity transformation,
we study the RMS distance from the first partial surface

after applying the the alignment transformation determined by MS3ALIGN. The bottom row of Fig. 6 shows
three graphs for respective simplification threshold Ts values of 0.08, 0.10, and 0.12. The alignment RMS distance
of the first partial surface is mapped to the y-axis and the
overlap fractions with the remaining four partial surfaces
is mapped to the x-axis. We find that, in all cases, alignments were successfully determined with RMS distance
less than 1Å.
Next, we present the runtime breakup of the various
stages of MS3ALIGN in Fig. 7. We conducted our experiments on a HP xw7700 workstation with an Intel(R)

Fig. 8 Alignment of 1THL with 1TMN exhibits multiple partial alignments. In all figures 1TMN is fixed (blue) and 1THL (pink) is transformed. (Top Left
and Center): The two mirrored alignments of the aromatic rings in 1THL and 1TMN are detected as the best two alignments. (Top Right and Bottom
Left): The two mirrored alignments of the benzyl ring of 1THL with the hetero-cycle of tryptophan in 1TMN are detected third and fourth best
alignments. (Bottom Center): A variant of the the alignment of the aromatic ring in 1THL with the other parts of the penta-cycle of tryptophan in
1TMN. (Bottom Right): Alignment of the tryptophan parts of both ligands
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Fig. 9 Alignments of the ligand surfaces found by MS3ALIGN and not SURFCOMP for the thermolysin inhibitor dataset. The aligning portions of the
surface are shown as opaque and the rest is shown with transparency. A stick representation of the ligands is also shown. a The best three
alignments of the 4TMN’s 0PK ligand (light pink) with 5TLN’s BAN ligand (green) aligns the two aromatic rings of 0PK with those of BAN. b The best
two results of 6TMN’s 0PJ ligand (dark blue) with the 5TLN’s BAN(green) show alignment of aromatic rings from both ligands

Fig. 10 Alignments of the 4TMN’s 0PK ligand (light pink) with: (top row) 5TMN’s 0PJ ligand (cyan). (bottom row) 6TMN’s 0PK ligand (purple). The
alignment of 0PK in 5TMN with BAN in 5TLN is shown in Fig. 9a
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Fig. 11 Alignments of the ligand surfaces found by MS3ALIGN and not SURFCOMP for the DHFR dataset. a The best two alignments MTX (green) and
WRB (purple). b The best alignment of FOL (light pink) with WRB (purple) is along the two amino groups attached to the aromatic ring in both
ligands. c Alignment between MTX (green) and TOP (cyan), where the two amino groups attached to an aromatic ring align

Xeon(R) CPU E5405 2.00 GHz dual quad-core processor and 8 GB of RAM. For efficient computation, the
tool contains OpenMP directives which can be optionally
enabled to leverage multi-core computation. We disable it
for this experiment to run the tool on a single core, thereby
enabling us to compare with other sequential methods.
Fig. 7 presents the running times for the partial overlap
experiment discussed above for a simplification threshold parameter Ts value of 0.1. We note from the figure
that the alignment time is consistently under 1 s for each
set of four alignments. In comparison, SURFC OMP takes
about 75 s (± 15 s) for each comparison for their small ligand datasets using a 2.4 GHz Intel Xeon Processor. Baum
and Hege [17] report a runtime of 5–25 s on a 3.0 GHz

Intel Xeon processor for comparison of one ligand with
six others. Merelli et al. [11] report that their method
takes between a few seconds to about 10 min for a good
match of a pair of surfaces on an Intel Dual Core machine.
Angaran et al. report that MOLOC takes between few
seconds to minutes for medium sized binding surface
areas.
A comparison with SURFCOMP

In this experiment, we compare MS3ALIGN with the SURF C OMP tool [9]. The authors of SURF C OMP validate
using the ligand surfaces from two datasets. The first
dataset consists of thermolysin inhibitor ligands of two
kinds, the first containing tryptophan and the second with
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Fig. 12 Plot of the RMS distance between ligand surfaces after alignment using MS3ALIGN and SURFCOMP. (left) Plot for the dataset of thermolysin
inhibitor ligands. The ligands are identified by the PDB they were extracted from. (right) Plot for the dataset of ligands bound to DHFR enzymes. The
ligands are identified by their abbreviation

Table 1 Comparison of the chemically relevant alignments of
SurfComp and MS3ALIGN.
Ligand pair

SURFCOMP aligns

MS3ALIGN aligns

1THL-1TLP

Tryptophan moiety

Tryptophan moiety

1THL-1TMN

Tryptophan moiety

Benzyl moiety

1THL-3TMN

Tryptophan moiety

–

1TLP-1TMN

Tryptophan moiety

Tryptophan moiety

1TLP-3TMN

Tryptophan moiety

–

1TMN-3TMN

Tryptophan moiety

–

4TMN-5TLN

–

Benzyl moiety

4TMN-5TMN

L-Alanine moiety

L-Alanine moiety

4TMN-6TMN

L-Alanine moiety

L-LAanine moiety

5TLN-5TMN

–

Benzyl moiety

Tryptophan moiety (6th best)

5TLN-6TMN

–

Benzyl moiety

5TMN-6TMN

4-methyl pentanoic
acid group

4-methyl pentanoic acid group

FOL-TOP

–

–

FOL-MTX

Entire ligands

Entire ligands

FOL-WRB

Benzyl moiety

C = N − C = N part of triazine and
pteridine groups along with amino
groups

TOP-MTX

–

C = N − C = N part of triazine and
pteridine groups along with amino
groups

TOP-WRB

–

C = N − C = N part of triazine and
pteridine groups along with amino
groups

MTX-WRB

–

C = N − C = N part of triazine and
pteridine groups along with amino
groups

The chemical structures of the ligands are presented in the Additional file 1

an aliphatic residue at the C-terminal end. The second
dataset consists of ligands bound with the Dihydrofolate
Reductase (DHFR) enzyme.
In both experiments, surfaces obtained from ligand
molecules are aligned. Hofbauer et al. consider two types
of physico-chemical properties on molecular surfaces to
determine alignments.
Since they conclude that electrostatic potential (ESP)
results in better alignments, we only compare against
these alignments. The chemical structures of the ligands
are presented in the appendix. For these experiments, the
Rc parameter is set to 1.2Å since we wish to study alignments at the scale of a single atom. The Ts parameter is set
to 0.06 for the first dataset and 0.1 for the second dataset.
The Tms parameter is set to 0.09 and 0.15 respectively.
The Tmrd parameter is set equal to Rc . In the following paragraphs, we discuss the alignments determined by
MS 3 ALIGN for each of the datasets in detail and compare
them with SURFC OMP.
In the thermolysin dataset, SURFC OMP compares eight
thermolysin inhibitor ligands considered in two groups.
The first group consists of ligands from PDBs 1THL,
1TLP, 1TMN and 3TMN. In our experiment, we were
unable to extract the ligand structure from 3TMN because
of a failure in the PDB2PQR tool which is used in a preprocessing step to compute the molecular skin surface.
Hence, we remove 3TMN from this list. The second
group consists of ligands from PDBs 4TLN, 5TLN, 5TMN,
and 6TMN. For consistency of labeling of datasets with
respect to Hofbauer et al., we use the PDB id to reference
the ligand considered.
We were able to determine the same alignments as
SURFC OMP for the first group. However, in the case
of 1THL-1TMN our sixth best alignment corresponds
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Fig. 13 The RMS distance between pockets transformed by PYMOL’s and MS3ALIGN’s alignment. The corresponding POCKETMATCH indicate overall
consensus between the different methods

to the SURFC OMP’s best alignment. For the same pair
1THL-1TMN, SURFC OMP reports an alignment of the
tryptophan moiety of both ligands. MS3ALIGN reports it
as the sixth best alignment with other meaningful alignments being detected as better. Figure 8 shows the other
alignments detected for the pair 1THL-1TMN. From the
visualization, we confirm the alignments of similar chemical moieties (see caption of Fig. 8 for details). Also,
Hofbauer et al. state that they were not able to determine relevant alignments of the ligand in 5TLN with the
other ligands. Figure 9 show the best alignments of the
ligand in 5TLN with the ligands in 4TMN and 5TMN
using MS3ALIGN. Since the ligand 0PI (6TMN) is structurally very similar to the ligand 0PJ (5TMN), the same
alignments with respect to other ligands were also found,
and thus images of these alignments are omitted. Thus,
we find that MS3ALIGN aligns relevant portions of the

surfaces of the ligand BAN in 5TLN with all the other
considered ligands. For many pairs, we determine partial
alignments of other substructures. Figure 10 presents the
additional alignments of 4TMN with the others in its
group.
In the DHFR dataset, alignments of surfaces of four
ligands interacting with DHFR are analyzed. The ligands used are Folic acid (FOL), Methotrexate (MTX),
Trimethoprim (TMP), and BR-WR99210 (WRB) from
PDBs 1DHF, 1DF7, 1DG5 and 1DG7 respectively.
We note that SURFC OMP reports only two good alignments of FOL with MTX and WRB. We were able to
recover a similar alignment of FOL and MTX. MS3ALIGN
does not determine the same alignment reported by SURFC OMP for the case of FOL and WRB. Figure 11b shows the
alignment determined by MS3ALIGN where the alignment
is along the C = N−C = N moieties with amino groups at

Fig. 14 Alignments of pockets formed by the ligands STI in 4BKJ and 3HEC (left), STI in 3K5V and 3HEC (middle), and BTN in 4GGZ and 4JNJ (right),
using MS3ALIGN (top-row) and PYMOL (bottom-row)
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Table 2 Electron Microscopy datasets used in the alignment
experiments.
EMDB ID

Iso-value

Imaging
resolution (Å)

Imaging box
Size (Å × Å × Å)

5918
5919
5920
5323
5324
5325

2.05
2.69
2.27
2.2
1.45
2.0

21
19
25
20
20
20

328 × 328 × 328
348 × 348 × 348
328 × 328 × 328
410 × 410 × 410
410 × 410 × 410
410 × 410 × 410

The iso-value refers to the density value suggested by EMData bank for
representing the molecular surface

the two and four positions from triazine and pteridine of
WRB and MTX respectively. SURFC OMP reports an alignment where the brominated benzyl group of WRB aligns
with the central benzyl group of FOL which is different
from the best alignment we determine.
Relevant alignments determined by MS3ALIGN for the
pairs MTX-TMP, MTX-WRB, and FOL-WRB, that were
not determined by SURFC OMP are shown in Fig. 11.
Figure 12 presents the RMS distances between the
pairs of surfaces after alignment using both MS3ALIGN
and SURFC OMP. We note here that small RMSD values (< 1.5Å) are indicative of successful alignments
whereas larger RMSD values (1.5 − 5) do not necessarily indicate failure of the alignment. This is particularly
true when the reported alignment is a partial alignment of surfaces where a small fraction of the surface
is aligned. Table 1 tabulates and compares the aligning
portions of the ligands in both datasets using MS3ALIGN
and SURFC OMP. In conclusion, we were able to replicate

all alignments, except one, reported by Hofbauer et al.
in their evaluation of SURFC OMP. Additionally, we were
able to obtain relevant alignments of similar chemical
moieties.
A validation using POCKETMATCH and PYMOL

In this experiment, we validate alignments generated
using MS3ALIGN against those generated using P YMOL
[32]. Here, the objective is to study the alignments against
known alignments generated using P YMOL’s “super” command. This command aligns proteins using a dynamic
programming approach followed by multiple refinement
cycles that improve the fit by eliminating pairings with
high relative variability. We curate a dataset of thirty one
protein structures from the PDB [31], each interacting
with one of eight types of ligands. The dataset is chosen so that the ligands represent a range of structural
variability at their site of interaction. The structural variability of the pocket is quantified using P OCKETM ATCH
[18]. For each binding site, P OCKETM ATCH generates 90
sorted lists of distances from the three dimensional coordinates and chemical properties of the site. For a pair of
sites, a normalized score based on the similarity of the pair
of 90 lists is computed. Sites having a P OCKETM ATCH
Pmax score greater than 0.6 are statistically shown to be
structurally similar, with a score of 1 indicating identical sites. A variety of ligands ranging from small sugars such as glucose to molecules containing substituted
sugars such as NDP, fatty acids such as ACD (arachidonic acid), vitamins such as Biotin (BTN) and Retinoic
Acid (REA) are chosen. In the Additional file 1, we

Fig. 15 Alignments of the iso-surfaces of the cryo Electron Microscopy datasets. Pairwise alignments of the first dataset is shown in the top row and
pairwise alignments of the second dataset is shown in the bottom row. Pairwise alignments between: (top-left) 5918 (skin pink) and 5919 (green),
(top-middle) 5918 (skin pink) and 5920 (cyan), (top-right) 5919 (green) and 5920 (cyan), (bottom-left) 5323 (purple) and 5324 (magenta),
(bottom-middle) 5323 (purple) and 5325 (skin pink), and (bottom-right) 5324 (magenta) and 5325 (skin pink)

Shivashankar et al. BMC Bioinformatics (2016) 17:26

Page 15 of 16

Table 3 RMS distances between pairs of iso-surfaces after
alignment from both datasets shown in Table 2
A

B

RMSD (Å)

5918
5918
5919
5323
5323
5324

5919
5920
5920
5324
5325
5325

6.69
7.00
8.32
5.71
8.74
10.75

provide the details pertaining to the molecules and the
ligands.
For this experiment, the binding surfaces of each ligand type is aligned with each other using MS3ALIGN
with Rc = 1.2Å, Ts = 0.1, Tms = 0.15, Tmrd =
1.2Å. In Fig. 13, the RMS distance between the pockets transformed by P YMOL’s and MS3ALIGN’s alignment
is plotted for the set of considered pocket pairs . The
P OCKETM ATCH score between each pair is also shown for
comparison. When the RMS distance between the pockets transformed by P YMOL’s and MS3ALIGN’s alignment
is less than 1.2Å, we conclude that both alignments are
equivalent. In Fig. 14, we visually verify the validity of
alignments of pairs where the RMS distance is between
1.2 and 5Å. We conclude that we were able to successfully
determine alignments of pocket surfaces whose P OCKETM ATCH score is greater than 0.7 and in some cases
even 0.6.
Aligning electron microscopy iso-surfaces

In this experiment, we consider two sets of related isosurfaces generated from cryo electron microscopy scans
obtained from the EMDataBank [39]. The first dataset
comprises of a related set of fragment antigen binding of
HIV antibodies. The second dataset comprises of a related
set of HIV antibodies. Both datasets are available at
resolutions of approximately 20Å. Table 2 summarizes the
details of the two datasets used. An iso-surface is defined
as the set of points where the density value is equal to a
pre-specified constant. Molecular surfaces are extracted
from cryo-EM data by computing the iso-surface at a
carefully chosen iso-value.
For both datasets, we set the parameter Rc = 30Å,
Ts = 0.05, Tms = 0.1, Tmrd = 30Å, and computed alignments using MS3ALIGN. Figure 15 shows the respective
pairwise alignments of the iso-surfaces of both datasets.
Table 3 shows the RMS distance between pairs surfaces
from the two datasets after alignment using MS3ALIGN.
Here the RMSD is computed after alignment as the root
mean square of the closest distance from every point of
the first surface to the second surface and vice versa. Thus,
we conclude that the alignments were successful.

Conclusions
In this paper, we present a method to align molecular
surfaces by identifying and establishing correspondences
between significant protrusions on the surface. We
also present MS3ALIGN, a tool that implements this
method.
A key advantage of our method is robust segmentation of the surface into segments that can be individually
evaluated for correspondences. Furthermore, due to its
purely geometric design, it is applicable to molecular
surfaces arising from various sources such as the PDB
and Electron-Microscopy scans. This is a key advantage
over existing methods such as SURFC OMP, PBSALIGN,
and P YMOL, which rely on protein sequence data and
other derived scalar values such as the electrostatic potential, which are often not directly available/computable.
In the future, we plan to expand MS3ALIGN to align
surfaces by including other geometric properties such as
spherical harmonics and Zernike coefficients of individual segments. These global properties may be applied
to smaller segments resulting in a method for determining alignments using a blend of local and global
properties. Currently, we use only the local curvature
property. Another possible direction for future work is
an extension towards a framework that harmoniously
incorporates additional physico-chemical properties that
may be available.

Additional file
Additional file 1: Supplementary material for “MS3ALIGN: An
efficient molecular surface aligner using the topology of surface
curvature”. (PDF 629 kb)
Abbreviations
PDB: Protein data bank; DHFR: DiHydro folate reductase.
Competing interests
The authors declare that they have no competing interests.
Authors’ contributions
NS and SP conceived of the design and implementation of the MS3Align tool.
VN provided conceptual inputs for the design of the tool. NC and AB designed
the validation study comprising of comparisons with PyMol and PocketMatch.
AB curated and provided the datasets for the same. NS and VN conceived of
the performance experiment, the comparison with SurfComp, and the EM
data experiment. NS carried out all of the experiments. AB and NC verified the
results. NS wrote the manuscript. All authors helped in preparation of the
manuscript and reviewed it. All authors read and approved the final
manuscript.
Acknowledgements
V.N. was supported by a fellowship for experienced researchers from the
Alexander von Humboldt Foundation. The authors also acknowledge the
support from Department of BioTechnology, India.
Funding
This work was partially supported by the Department of Science and
Technology, India, under Grant SR/S3/EECE/ 0086/2012 and the DST Center for
Mathematical Biology, IISc, under Grant SR/S4/MS:799/12.

Shivashankar et al. BMC Bioinformatics (2016) 17:26

Author details
1 Department of Computer Science and Automation, Indian Institute of
Science, 560012 Bangalore, India. 2 Department of Biochemistry, Indian
Institute of Science, 560012 Bangalore, India. 3 Department of Computer
Science and Automation, and Supercomputer Education and Research Centre,
Indian Institute of Science, 560012 Bangalore, India.

Page 16 of 16

24.
25.
26.

Received: 15 June 2015 Accepted: 15 December 2015
27.
References
1. Konagurthu AS, Whisstock JC, Stuckey PJ, Lesk AM. MUSTANG: a
multiple structural alignment algorithm. Proteins. 2006;64(3):559–74.
2. Holm L, Sander C. Mapping the protein universe. Science. 1996;273:
595–603.
3. Shealy P, Valafar H. Multiple structure alignment with mstali. BMC
Bioinforma. 2012;13(1):1–17.
4. Yeturu K, Chandra N. PocketAlign: A novel algorithm for aligning binding
sites in protein structures. J Chem Inf Model. 2011;51(7):1725–1736.
5. Heifets A, Lilien RH. Ligalign: Flexible ligand-based active site alignment
and analysis. J Mol Graph Model. 2010;29(1):93–101.
6. Gibrat JF, Madej T, Bryant SH. Surprising similarities in structure
comparison. Cur Opinion Struct Bio. 1996;6(3):377–85.
7. Gao M, Skolnick J. iAlign: a method for the structural comparison of
protein-protein interfaces. Bioinformatics. 2010;26(18):2259–65.
8. Angaran S, Bock ME, Garutti C, Guerra C. Molloc: a web tool for the local
structural alignment of molecular surfaces. Nucleic Acids Res. 2009;37:
565–70.
9. Hofbauer C, Lohninger H, Aszódi A. SurfComp: a novel graph-based
approach to molecular surface comparison. J Chem Inf Comp Sci.
2004;44(3):837–47.
10. Konc J, Janezic D. ProBiS-2012: web server and web services for detection
of structurally similar binding sites in proteins. Nucleic Acids Res.
2012;40(W1):214–21.
11. Merelli I, Cozzi P, D’Agostino D, Clematis A, Milanesi L. Image-based
surface matching algorithm oriented to structural biology. IEEE/ACM
Trans Comp Biology Bioinform. 2011;8(4):1004–1016.
12. Pang B, Schlessman D, Kuang X, Zhao N, Shyu D, Korkin D, et al.
PBSalign: Sequence-independent local alignment of protein binding
sites. In: Bioinformatics and Biomedicine (BIBM), 2013 IEEE International
Conference on; 2013. p. 35–42.
13. Zhang D, Hebert M. Harmonic maps and their applications in surface
matching. IEEE Comput Soc Conf Comput Vis Pattern Recognit. 1999;2:
530.
14. Cosgrove DA, Bayada DM, Johnson AP. A novel method of aligning
molecules by local surface shape similarity. J Computer-Aided Mol Des.
2000;14(6):573–91.
15. Goldman BB, Wipke WT. Quadratic Shape Descriptors. 1. Rapid
Superposition of Dissimilar Molecules Using Geometrically Invariant
Surface Descriptors. J Chem Inf Model. 2000;40(3):644–58.
16. Exner TE, Keil M, Brickmann J. Pattern recognition strategies for
molecular surfaces. I. Pattern generation using fuzzy set theory. J Comput
Chem. 2002;23(12):1176–1187.
17. Baum D, Hege HC. A point-matching based algorithm for 3d surface
alignment of drug-sized molecules. Lecture Notes in Computer Science,
vol. 4216. Springer Berlin Heidelberg: Springer; 2006. pp. 183–193.
18. Yeturu K, Chandra N. PocketMatch: a new algorithm to compare binding
sites in protein structures. BMC Bioinforma. 2008;9(1):543–560.
19. do Carmo MP. Differential Geometry of Curves and Surfaces. USA:
Prentice Hall; 1976.
20. Edelsbrunner H, Harer J, Zomorodian A. Hierarchical Morse-Smale
complexes for piecewise linear 2-manifolds. Disc Comp Geom.
2003;30(1):87–107.
21. Edelsbrunner H, Letscher D, Zomorodian A. Topological persistence and
simplification. Disc Comp Geom. 2002;28(4):511–33.
22. Cohen-Steiner D, Morvan JM. Restricted delaunay triangulations and
normal cycle. In: Proceedings of the Nineteenth Annual Symposium on
Computational geometry (SCG ’03). New York, NY, USA: ACM; 2003. p.
312–321.
23. Cazals F, Chazal F, Lewiner T. Molecular shape analysis based upon the
morse-smale complex and the connolly function. In: Proceedings of the

28.
29.
30.
31.
32.
33.
34.

35.
36.

37.
38.
39.

Nineteenth Annual Symposium on Computational geometry (SCG ’03).
New York, NY, USA: ACM; 2003. p. 351–360.
Natarajan V, Wang Y, Bremer PT, Pascucci V, Hamann B. Segmenting
molecular surfaces. Comput Aided Geom Des. 2006;23(6):495–509.
Connolly ML. Measurement of protein surface shape by solid angles. J
Mol Graph. 1986;4(1):3–6.
Shivashankar N, Senthilnathan M, Natarajan V. Parallel computation of 2d
morse-smale complexes. IEEE Trans Vis Comp Graph. 2012;18(10):
1757–1770.
Bron C, Kerbosch J. Algorithm 457: finding all cliques of an undirected
graph. Commun ACM. 1973;16(9):575–7.
Koch I. Enumerating all connected maximal common subgraphs in two
graphs. Theor Comput Sci. 2001;250(1–2):1–30.
Cazals F, Karande C. A note on the problem of reporting maximal cliques.
Theor Comput Sci. 2008;407(1-3):564-568.
Horn BKP. Closed-form solution of absolute orientation using unit
quaternions. J Opt Soc Am A. 1987;4(4):629–42.
Berman HM, Battistuz T, Bhat TN, Bluhm WF, Bourne PE, Burkhardt K,
et al. The protein data bank. Nucleic Acids Res. 2000;28:235–42.
Schrödinger LLC. The PyMOL Molecular Graphics System, Version 1.3r1.
2010. http://pymol.org/.
Edelsbrunner H. Deformable smooth surface design. Disc Comp Geom.
1999;21(1):87-115.
Dolinsky TJ, Nielsen JE, Mccammon JA, Baker NA. Pdb2pqr: an
automated pipeline for the setup of poisson-boltzmann electrostatics
calculations. Nucleic Acids Res. 2004;32:665–7.
Decherchi S, Rocchia W. A general and robust ray-casting-based
algorithm for triangulating surfaces at the nanoscale. PLoS ONE. 2013;8(4).
Pettersen EF, Goddard TD, Huang CC, Couch GS, Greenblatt DM, Meng
EC, et al. UCSF Chimera–a visualization system for exploratory research
and analysis. J Comp Chem. 2004;25(13):1605–1612.
Serra J. Image Analysis and Mathematical Morphology. Orlando, FL, USA:
Academic Press, Inc.; 1983.
Pearson K. On lines and planes of closest fit to systems of points in space.
Phil Mag. 1901;2(6):559–72.
Lawson CL, Baker ML, Best C, Bi C, Dougherty M, Feng P, et al.
EMDataBank.org: unified data resource for CryoEM. Nucleic Acids Res.
2011;39(Database Issue):D456-D464.

Submit your next manuscript to BioMed Central
and we will help you at every step:
• We accept pre-submission inquiries
• Our selector tool helps you to find the most relevant journal
• We provide round the clock customer support
• Convenient online submission
• Thorough peer review
• Inclusion in PubMed and all major indexing services
• Maximum visibility for your research
Submit your manuscript at
www.biomedcentral.com/submit

